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Abstract:
Modern foundation models are increasingly constrained not only by model capacity, but

by the size and structure of the context they must process. High-resolution images

create expensive visual-token streams; video retrieval requires temporally ordered

evidence; and long-horizon generation demands persistent memory across turns. This

talk presents a recent research program on selective context: building AI systems that

decide how much to see, where to request additional evidence, what to cache for future

queries, and what state to carry forward. The talk brings together a sequence of recent

works — including papers accepted as an ACL 2026 oral presentation and at ICLR 2026

and ICML 2026 — spanning adaptive visual resolution, spatially targeted high-resolution

perception, scalable image and video joint reranking, and compact memory banks for

multi-turn generation. The central message is that context should be treated as a

budgeted resource, not a fixed input. This perspective points toward multimodal AI

systems that are not simply larger, but more deliberate: systems that know what visual

evidence, temporal structure, and memory are worth preserving before they compute.
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robustness, resource-efficient learning, model compression, domain adaptation,

interpretability, and real-world generalization.

Prof. Baskin’s work spans theoretical and applied machine learning, computer vision, and

artificial intelligence, addressing central challenges in scalability, robustness,

adaptability, and deployment under real-world constraints. His recent research

emphasizes compact persistent state, adaptive computation, temporal history selection,

hardware-aware and compression-aware learning, and robust physical inductive biases

for deployable world models and embodied AI. His applications span autonomous

systems, medical imaging, natural language processing, biology, social networks, video

understanding, and multimodal retrieval. He collaborates internationally and with

industry partners, including work related to autonomous perception, foundation-model

deployment, and efficient world models.

Prof. Baskin’s scholarship appears regularly in premier machine learning, computer

vision, and AI venues, including NeurIPS, CVPR, ICLR, ICCV, ICML, ACL, JMLR, and TMLR.

He also contributes actively to the international research community, serving as Area
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